How should values shape psychiatric classification schemes?
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Draft – not for circulation or citation.

This is a paper that will be presented at a conference on Psychiatric Classification in Copenhagen in April. There will be a commentary by John Campbell, and then it’s due to be published in a collection. It’s a 30min talk, so only a short paper.

I'm particularly struggling with the third section.

In general is it a good idea to classify mentally ill people? Are research programmes such as that associated with the Diagnostic and Statistical Manual of Mental Disorders (the massive and regularly revised classification of mental disorders that is published by the American Psychiatric Association) basically a force for good or evil? Such questions radically divide philosophers of psychiatry. Powerful traditions are opposed to classification – think of the labeling theorists, or of those who affiliate themselves with anti-psychiatry, critical psychiatry or post-psychiatry, for example. Others, less opposed to “the medical model”, think that classification is a good idea. This paper is split into three sections. The first considers the benefits of classification, the second considers the harms that classification can produce, the third starts to consider how classificatory projects might best proceed in order to maximize the benefits and minimize the harms. 

1. The benefits of classification

Classifying entities can enable us to gain power over a domain. Where entities fall into groups that are genuinely similar to each other in theoretically important ways then classifying them into groups of like entities is a very good idea.  As entities that fall into such natural groups are similar they can be expected to behave in similar ways. What is all this talk of “genuinely similar”, “natural”, “theoretically important” doing? Basically I just want to emphasise that in order for classification to yield power over a domain then the similarities have to be significant and out there in the world. The classification that I'm interested in is of the sort that has been used to such great advantage in chemistry and the biological sciences. All specimens of an element are alike in theoretically important ways – all samples of gold have the same atomic number, this means that their properties are alike (same melting temperature, malleability, react in the same way with other compounds etc). Similarly, in the biological sciences, all members of a species are basically alike. As such they can be expected to thrive in the same sort of habitat, to eat the same food, have similar life spans etc.

Those who favour classification frequently talk of “natural kinds”. Members of a natural kind are alike, and natural laws mean that members of a kind will behave similarly. Depending on the author other conditions have also been added. Natural kinds have been claimed to be universal (in the sense of occurring everywhere), discrete, to have essential properties, etc, etc, etc. In earlier work I talked in terms of natural kinds, and proposed an account of natural kinds, and claimed that at least some mental disorders can be considered natural kinds (Cooper 2005). One of the problems I encountered is that the term “natural kind” has become encrusted with metaphysical baggage. When I talked about “natural kinds”, intending to use the term with minimal commitments, I was heard as being committed to all sorts of things.

Now instead of talking of natural kinds I will talk instead of “repeatables”. This makes clear the basic important idea – some entities in the world are alike, and will behave in similar ways. As applied to mental disorders the idea that there may be repeatables is this: if we consider individual cases of mental disorder some can be seen to be similar to each other. For example, in a series of cases, maybe patient 1 will be like patients 23 and 87, while patients 2 can be grouped with patients 67, 38 and 43. Furthermore some of these similarities will be theoretically important –patients who are grouped together will be alike in fundamental ways (maybe they all have the same genetic abnormality, or all have similar levels of some neurotransmitter, or whatever).   If we take cases of mental disorder as our domain and plot them onto a multidimensional quality space (as in cluster analysis) then we will find clusters of similar cases. 
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Fig: Two dimensions of a multidimensional quality space, showing three clusters of similar entities.

If we focus on the right properties, then the clusters that such a process generates will be inductively powerful. A case that falls in a particular cluster can be expected to behave in ways that are similar to others of its class. The importance of such similarities is obvious if one thinks of treatments. The hope would be that a treatment that is found to work for one member of a class will work for others in that class too.

Note that the key question here is whether cases of mental disorder are importantly similar to each other. The question of whether the classes of similar entities will turn out to be discrete or continuous is, I think, a side-issue. It is the fact that there are similarities between entities that does all the work when it comes to making inductive inferences and grounding explanations. It is because “repeatables” all have similar properties that one will behave like the others of its type. Thus, classifications that vary along dimensions can be as powerful as those that rely on discrete categories. Think of alloys as an example. Knowing that a sample is a particular alloy is as useful, and useful in the same kinds of ways, as knowing that it is a 100% pure metal (if a sample is known to be 55% zinc and 45% copper, one can predict how the sample will behave just as well as if one knew it to be pure copper). 

The idea that mental disorders are repeatables is a very weak claim. It says simply that cases of disorder can be sorted into classes on the basis of similarity, and that cases that are co-members of a class can then be expected to behave in similar ways. What is the alternative to repeatability? I’m not too sure whether there is a genuine alternative. I’m tempted to think that all domains can be sorted into classes of similar entities. However, there are two sorts of reason why one might deny that mental disorders are repeatables.

First, one might adopt a metaphysics that leads one to be sceptical of the existence of repeatables in all domains (ie not specifically mental disorders). Talk of repeatables only makes sense within a realist framework that holds that there are mind-independent similarity relationships between objects.  Various metaphysical positions are opposed to this (though I suspect that many of these positions lack genuine adherents) – class nominalists such as Nelson Goodman hold that all entities are equally similar to each other, constructivists think that similarity relationships are constructed as opposed to discovered. Considering such possibilities is a job for metaphysicians, the worries are not specific to mental disorders, and I will not discuss them further here. Suffice to note that such positions exist, and that if they are right then my claims about repeatables will be misguided.

Second, one might have more specific concerns about mental disorders. Suppose that it turns out that mental disorders are best understood as meaningful communications (eg as suggested by some psychoanalytic theories). An argument based on meaning-holism might then give us reason to think that cases of disorder will be radically unique (Such an argument would be analogous to that concerning reason-holism used by Jonathan Dancy to argue for particularism in ethics (Dancy 1993)). Meaning-holism claims that the meaning of a statement varies with the context in which it is found. In so far as contexts are always different, statements that superficially appear the same would then always be essentially different. For example, suppose two patients say “I want to cut myself”. The meaning-holist emphasises that these claims can only be understood by considering the total context in which each individual patient operates. In different contexts cutting oneself must be understood differently – in some cultures cutting is a stereotyped form of self-harm, in others it might be seen as an expression of machismo. Differences in personal history, and the patients' other beliefs and desires, will also combine to make the one utterance different in meaning to the other. 

At present, I suggest, not enough is known about mental disorders to truly know whether cases will turn out to be best thought of as repeatables or radically unique. We should however fervently hope that they turn out to be repeatables. Although little is known about mental disorders, we can be sure that they are common and nasty and the world would be a better place without them.

If the problems of the  mentally ill are radically unique then each individual’s treatment would also have to be unique. Some form of narrative-based therapy, such as psychoanalysis would be most promising. However, the big problem with therapies such as psychoanalysis is that they are necessarily going to be restricted in the numbers of people that they can help. Analysts have to be clever, and they also have to be morally good (as they necessarily work alone, in a position of power, with vulnerable people). Here lies the nub of the problem. Both clever people and good people are in short supply, and those who are both clever and good are even scarcer.  

In contrast, if mental disorders are repeatables then we can hope that “black-box” therapies may one day be available. A black-box technology is one that a consumer can just buy in a black box (Mackenzie 1993).  Although the technology was originally hard to develop, it has now been perfected so that it can be produced on an industrial scale, and delivered in a form that can be used reliably by people who don't understand how it works. Lasers offer an example. Originally getting lasers to work was very difficult, but now they can be bought off the shelf. Successful drug therapies would provide the best example of black-box therapies. Developing drugs is of course difficult. However once the right chemical has been found they can ideally be produced on an industrial scale and taken with reliable effect by people with little understanding. Think of paracetamol, or the contraceptive pill. 

It will only be possible to develop black-box therapies for mental disorders if the disorders are repeatables. The therapies can only be developed to work reliably in so far as the problems of those in the treatment group are all fundamentally the same. Note that although drug therapies offer the clearest promise of black-boxability, other forms of therapy might also be black-boxable. Suppose it turns out that depression can reliably be cured if a person plays football for half an hour a day, and spends an hour talking to others. Such a therapy would be black-boxable in my sense – it's the sort of therapy that can be packaged such that it can be reliably reproduced by unskilled therapists (or reliably used for self-treatment).

To summarise this section: classification will be useful in so far as mental disorders turn out to be repeatables, in the sense that all cases of a type of disorder are fundamentally similar. We should hope that mental disorders do turn out to be repeatables, as only with repeatability will it be possible to develop black-box therapies. Given that it may turn out that mental disorders are repeatables, and given that if this were so it would be a good thing, research programmes that aim to discover natural classifications of mental disorders should be supported.

2. The Dangers of Classification

And yet, a major tradition sees something problematic about classifying human beings. A sign outside the counsellers' office at my university depicts tins of food and reads “Labels are for tins. Not people” in the same sort of tone that other posters warn of the evils of racism or domestic violence. One infers that labelling people is not a nice thing to do. The idea that classifying people is at least a little bit evil can also be found in the work of many of those who are opposed to 'the medical model” (as found in antipsychiatry, critical psychiatry, postpsychiatry).

For a very long time I thought that those who saw something wrong in classifying people were simply confused, but now I have come to agree with them that the act of diagnosis carries risk of damage. In this section I examine the ways in which the act of diagnosis can harm people. I shall argue that diagnosis can harm because diagnostic labels can enter the narratives by which people make sense of their lives and thereby limit the meaningful futures that a person can imagine for themselves. This claim draws on Alastair MacIntyre’s ideas about the importance of narrative for human flourishing (1981), Ian Hacking’s work on the looping effects that affect human kinds (1995), and Carl Elliott’s work on diagnosis and identity (1999, ch7). The remainder of this section unpacks the claim that diagnostic labels can enter the stories that people tell about themselves and thereby cause harm.

Narratives are important for human flourishing - in recent years this claim has become a commonplace in both philosophy and medicine (MacIntyre 1981, Elliott 1999).  Some go so far as to link the narratives that a person tells about themselves with a person’s identity. I don't want to align myself with such radical views here, but I do think that the narratives that structure people’s lives are important. At the very least such narratives help to shape what an individual thinks they might do and how they come to understand how they have acted in the past. 

Both illness itself and the act of diagnosis can threaten our ability to narrate our lives. The fact that illness can compromise our narrative abilities – eg through distracting us with pain, or by destroying our memory – should be underlined. I don't want to give the impression that I think it's only the talk of doctors rather than also the problems of bodies and minds that cause difficulties for narrative agency. Here though I shall focus on the problems that the act of diagnosis can itself produce.

The nub of the problem is this: we structure our lives with the help of narratives, but we are not the sole authors of our life narratives. Others too play a role in shaping what we can sensibly say about ourselves. Some co-authoring occurs by negotiation, but some situations place us in a  position similar to that of someone playing the “continue-the-story” game played by children.  In the childrens game someone writes the first few sentences of a story, they pass it on to the next player who adds a passage, who passes it on to a third, and so on. The challenge is to continue the story in a way that makes sense given what one's co-authors have said.

The interactions between a patient and a mental health professional as a diagnosis is made can be thought of in a similar vein. When a patient goes to a professional they tell them part of the story, the professional, in making a diagnosis, adds to it, and the patient is left to continue. To see the effect of a diagnosis we can play the following game: 1.Imagine you have gone to the doctor and received a diagnosis, which you accept, 2. Compatible with that knowledge, ask yourself “what shall I do now?”

Sometimes the effect of being diagnosed  may be minimal, and arguably diagnosis may enable someone to practice reasonable planning and thus gain control over their life. So, suppose I come to think of myself as having depressive tendencies. This may structure my actions in certain ways – I may avoid drugs that have been found to trigger depression in those who are susceptible – I avoid ecstasy, I avoid the contraceptive pill, and so on. Such actions may be reasonable and helpful for me. 

However  certain diagnoses are more problematic. Certain diagnoses will imply that one's assessment of reality is not reliable (eg schizophrenia), or that one is essentially manipulative (Borderline Personality Disorder), or that one can never be trusted around children (paedophilia). Once one accepts such a diagnosis as accurate telling a good story about one’s life will become difficult. To illustrate the problems that diagnoses can pose let’s consider Antisocial Personality Disorder (or psychopathy as it is perhaps better known). This is an extreme example, in so far as a diagnosis of ASPD will be one of the toughest to incorporate into a good story about one’s life, however it will clearly illustrate the problems that diagnostic labels can pose. 

According to the DSM someone with antisocial personality disorder can be expected to display the following symptoms. 

A) There is a pervasive pattern of disregard for and the rights of others occurring since the age of 15, as indicated by three (or more) of the following:

1.failure to conform to social norms with respect to lawful behaviors as indicated by repeatedly performing acts that are grounds for arrest; 

2.deceitfulness, as indicated by repeatedly lying, use of aliases, or conning others for personal profit or pleasure; 

3. impulsivity or failure to plan ahead; 

4.irritability and aggressiveness, as indicated by repeated physical fights or assaults; 

5.reckless disregard for safety of self or others; 

6.consistent irresponsibility, as indicated by repeated failure to sustain consistent work behavior or honor financial obligations; 

7.lack of remorse, as indicated by being indifferent to or rationalizing having hurt, mistreated, or stolen from another. 

B) The individual is at least 18 years of age. 

C) There is evidence of Conduct disorder with onset before age 15. 

D) The occurrance of antisocial behavior is not exclusively during the course of schizophrenia or a manic episode. 

In short, someone with ASPD is a bad person. In addition, a powerful tradition has it that that personality disorders are lifelong states that can be highly resistant to treatment. That is someone with ASPD is an irrecoverably bad person.

Suppose one receives a diagnosis of ASPD – what does one do then? As I found it hard to imagine how one might respond to receiving such a diagnosis I looked at posts on an online support group for people with ASPD ( http://www.psychforums.com/antisocial-personality).  There seemed to be three basic ways to respond to diagnosis.

1.Challenge the diagnosis – some refuse to believe the diagnosis. Either they give reasons for distrusting the individual clinician who diagnosed them, or they give reasons for thinking that all psychiatric diagnosis are unreliable. Given the esteem with which medicine is held in our culture, I think that challenging a diagnosis will not always be a viable possibility.
2. Some “embrace the dark-side”. They have online names like “Lannibal Hector” and “Rage” and swap amusing stories about torturing small animals and homeless people. Amongst such discussions the more sophisticated present themselves as being moral relativists, or think of themselves as Nietzschean supermen. The problem with this option is that it is morally unacceptable – someone with ASPD who takes this option becomes worse than they were before.
3.Some don't know what to do

Eg Post “hopeless after diagnosis”

“So I was diagnosed with ASPD about two years ago. I'm 36.

I was hoping until then that I had some kind of problem that I could get treatment for. I'm sick of having to move and have my life in upheaval all the time. Basically I get caught or found out in a lie or something and then I just have to start all over again.

I hate this.

And so I went to a psychiatrist, got diagnosed, and pretty much have given up at this point, it doesn't seem like there's any assistance or help that will change the way things work for me. So what am I supposed to do?” (posted Jun 9, 2008 – http://www.psychforums.com/antisocial-personality/topic27170.html)

The example of ASPD shows how the act of diagnosis can itself harm someone. Coming to believe that one is an untreatably bad person is difficult to live with. Other diagnoses also limit the narratives that one can sensibly tell about oneself.

3.What to do?

Classifying mental disorders can be hoped to bring great benefits. If mental disorders are repeatables, then once a correct classification scheme is achieved,  diagnosis can be expected to predict how a case will behave. In particular, a treatment that works for some members of a class can be hoped to work for others. However, classifying people can also harm them. Diagnostic labels enter into the narratives by which people make sense of their lives and can limit the range of imaginable future courses of action. In this final section I begin to consider how classification systems be developed so as to maximise their potential benefits and limit the associated risks.

Unfortunately there is very little work that examines how science should proceed in situations where putting forward hypotheses can hurt people. Even if we broaden our gaze and switch from thinking about how science should proceed to thinking about general links between epistemology and ethics we won't find much to help us. Few philosophers have been interested in both ethics and epistemology, and thus very little work has been done which examines the ways in which truth seekers should conduct themselves if they wish to do good. This neglect is particularly striking when one reflects on the fact that many people become scientists because they are motivated by a desire to make the world a better place (they want to find a cure for cancer, or an environmentally-friendly energy source or whatever).

Considering how science should proceed in order to do good is important, but I haven't managed to get very far in thinking about it. This paper will finish with a few tentative suggestions.

When considering the benefits and harms associated with classification, such as the DSM, we can  start by noting an unfortunate asymmetry. A classification system can only be expected to be useful if it is at least approximately correct (ie at least most of those allocated to a class do actually need to be importantly similar to each other). On the other hand, a classification system can harm people even if it is wrong. It's my belief that there is a disorder such as ASPD, and that I have it, that harms me.

How should we act in such a situation? When hypotheses will harm whether they are right or wrong, but only do good if they are roughly correct, it would be wise to proceed with modesty and caution.  As we have seen by considering the case of ASPD, a  classification system that makes the general claim “There are people of type X”, and a diagnostician who makes the particular claim “You are a person of type X” can do harm. Such labels can enter the narratives that people tell about themselves and limit the possible futures that they can imagine. In such situations it is better that the doubts that surround the validity of classes in a classification system, or an individual's diagnosis, are made explicit. Where there are doubts, a classification system that makes it explicit that there are competing classifications, and that the validity of a category is disputed, will do less damage.  How modest is the current DSM? Not very. The foreword to the DSM presents it as being a work in progress, but the language used in the main text suggests that the claims made in the DSM are definite truths rather than contested hypotheses. The harms produced by psychiatric classification could be reduced by making classifications such as the DSM more explicitly tentative.
In so far as it is knowledge of psychiatric labels that causes harm, one might wonder if things would be better if classification systems were developed and diagnoses made in secret. Diagnostic labels harm people by entering into the narratives that they tell about themselves. Maybe the harms caused by psychiatric diagnosis occur because lay people and patients currently know too much, and a more secretive psychiatry would do less damage?  Such a suggestion should be rejected however. Within the human sciences, rigid distinctions between those who classify and those who are classified have been linked with a sorry history whereby classification has come to be biased against the less powerful (for studies of gender and psychiatry see Lunbeck 1994, on race see Fernando 2002).  It is plausible that more openness, rather than less, is needed to combat such tendencies (Longino 1990). 
 A secret psychiatry is undesirable, however this doesn't mean that patients necessarily have to be told of their diagnosis. Consider the “don't ask, don't tell” policy adopted by many of those who deal with Huntington's Disease. Huntington's Disease is a horrible, untreatable, genetically-caused disorder that develops during middle-age. Genetic tests mean that those who will develop it can be identified. However, many of those who know they are at risk decline the tests. If they are going to die horribly they'd rather not know. I think that it would be rational for those who suspect that they might be diagnosed with certain psychiatric disorders to similarly avoid finding out. Most notably, there’s often going to be little value in being diagnosed with a personality disorder – as we have seen with the case of ASPD such diagnoses can leave patients in a position where they are unable to tell a coherent good story about themselves. Knowledge isn’t always a good thing.
Erm, here I’ve got stuck, I don’t know what to say really…
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