DRAFT

RETHINKING THE NATURAL CAPITAL METAPHOR : Implications for Sustainability Planning and Decision-Making

John Foster

with Stephen Gough and Robin Grove-White

Prefatory note

The research project giving rise to this Working Paper was commissioned by the Economic and Social Research Council under its Environment and Human Behaviour New Opportunities Programme. It has comprised a series of seminars under the title “Natural Capital: Metaphor, Learning and Human Behaviour” (“the project” hereafter). 

These discussions have explored the economic metaphor of ‘natural capital’ in relation to human behaviour towards the environment and the prospects for achieving sustainability through changes in such behaviour. A main hypothesis emerging from the research has been that the currently dominant model of sustainable development, underpinned by a particular understanding of this metaphor, is actually impeding progress towards genuine sustainability, and will continue to do so until the metaphor can be reworked in thought and practice. The necessary reworking would have major implications for how we see the contribution of social and individual learning processes to a sustainable future, and for how we approach sustainability policy and planning.

This Working Paper, one of two parallel presentations of our research findings, focuses on the second of these areas. A companion paper
 focuses on the first. The papers, while differing to some extent in perspective and emphasis, are essentially complementary and are intended to be read together.

1.
Introduction

The concept of “natural capital” is a powerful metaphor organising a central area of contemporary experience. It models in clear-cut economic terms the now very widespread recognition that human betterment must not be at the cost of destroying our ecological base. Natural resources and capacities are seen as a capital stock generating a flow of benefits to human beings, which can only be maintained if this stock is not progressively diminished through over-consumption.

Because of the central role of economics in modern culture and political practice, this metaphor is either explicit, or a vigorous implicit presence, in all our thinking about how the demands of sustainability should affect our individual and collective behaviour. That is, its implications inform all that broad domain of concern now generally brought under the head of “sustainable development”. It is in the background whenever we invoke the preservation of ecological capacities as a criterion for the acceptability of particular forms of collective activity. It is foregrounded when the application of that criterion takes the form of trying to ensure that all economic development is compatible with maintaining into the future a quantified level of those ecological capacities for which we cannot find technological substitutes and on which human welfare depends.

The metaphor of natural capital, like all analogy, both empowers and constrains the thought which it expresses. Supplying a compelling image, it inevitably excludes as well as focusing. Reliance on such metaphors can mislead more than it helps, unless we are able to think with them as living forms, using their vitality of implication and suggestion in open, exploratory ways – something which modern complex bureaucracies are not good at doing. But environmental ideas, having over the last thirty years or so slowly emerged into the political mainstream, are now in the hands of some very large bureaucracies. So it is not really surprising that the currently dominant conceptualisation of natural capital has become a box into which thinking about sustainability is now damagingly locked. 

This Working Paper seeks to think outside that box. It develops a position which may be summarised in the following principal lines of argument.

· The natural capital metaphor has come to be understood, and to configure sustainable development thinking, predominantly in terms of a particular model of capital asset value, representing the relations between the present and the future in a particular way.

· Given the uncertainties and inherent indeterminacies of the environmental domain, and some fundamental features of future-oriented human action, this model ensures that sustainable development as presently conceived, however theoretically persuasive, is pragmatically self-defeating. Human behaviour will never be changed to the extent needed for genuine sustainability when we are being asked to get leverage for such changes in that way. That sustainable development should have so clearly won the argument while so persistently failing to win the politics is not just a time-lag due to institutional inertia or lack of leadership. Nor is it ultimately a problem of reconciling social and individual, or global and local, perspectives on the issues. Rather, it is an inherent defect of the currently dominant conception.

· There is, however, an alternative economic model of natural capital value, based on recent “real options” thinking, which might be less exposed to this kind of objection. Trying to rework the natural capital idea in this way provides us with a framework for articulating two major and closely-related shifts of emphasis, on which the prospects for a more hopeful approach to sustainable development depend:

(1) A radical revision of how we see the  relation of  learning processes to a sustainable future. From being instrumental to sustainability, appropriate forms of learning must come to be seen as a central constitutive element of it.

(2) Correspondingly, a recasting of our frameworks for sustainability planning and collective action to ensure that our continuing dependence on natural capital assets is recognised not just in a defensive, precautionary way but as the condition of our opportunities to achieve new, creative and open-ended transformations.

The Working Paper first sets out and defends that broad position. As part of that exposition it necessarily addresses itself to both these shifts of emphasis before going on to concentrate on the second of them. 

2.
Sustainable development and natural capital: the standard model

Sustainability as survival instinct

Jonathon Porritt has characterised sustainable development as “living on this planet as if we intended to go on living here forever” (Porritt, 2000)  – the form of collective action in which humans must now follow through on the survival instinct which we share with all other living things. Bettering our present condition sustainably is the specifically human way of responding to the universal imperative to ensure a species future.

That is a vivid reminder of how deep into our natural existence the issues of environment and human behaviour go. It also casts into sharp relief the uniquely human difficulty with such survival-oriented behaviour. In all other animals the pull of the species future bears directly and irresistibly on present activity, through the reproductive drive and associated compulsions. But for humans alone (of animal species that we know about) this pull is mediated through a constructed and negotiated representation of the future. While we do indeed experience reproductive, nurturing and other relevant drives, these only realise themselves as human behaviour within a world of meaning and value – including the meaning and value of different possible futures – which depends on our constant shaping activity in each successive present. The claims of the future are thus perceptually and motivationally entangled with the potentially conflicting demands of the present in a way which distinguishes humans from all else terrestrial. Worse, in the perspective of human action they are conceptually entangled. It is not just that humans alone have to survive by consciously balancing present pressures against future claims; the balancing itself is an activity under present pressure – that is, one of the things in the balance. Striking such a balance seems to require a kind of detachment from our position in the present that we are always necessarily failing to achieve

Models of sustainable economic behaviour and natural capital value are ways of engaging with a human situation of which these are fundamental features. It is when it is viewed in this light that the currently dominant such model begins to reveal serious flaws. 

The dominant model

This model represents capital asset value in terms of discounted cash flow. It  emphasises the analogy between natural capital and human-made capital considered as a stock of assets produced to be used, but not used up, in the process of generating a flow of benefits to human beings over time. Of course, modelling nature as capital leaves out – indeed, runs counter to – much of the actual texture of our engagement with the natural world. There are so many ways in which the importance to us of natural richness, beauty and spontaneity just isn’t remotely like the importance to us of a produced stock of capital assets (Foster, 1997). But the picture does seem to offer us a quantifying grip on the idea of handing on undiminished natural value to succeeding generations, and correspondingly some real policy purchase on necessary social and economic changes in the present.

On this model, the value of capital stock at any time t is taken to be the net present value of the total flow of benefits as at t – that is, the value of the benefits actually flowing from the stock at t, plus the value (appropriately discounted) ascribed at t to the benefits which it is expected to provide in the future, less the corresponding values of any present or future costs associated with maintaining the stock in being.  The logic of this approach to human-made capital, at any rate, is clear enough. Typically, such capital exists because we incur the cost of putting and keeping it in place with an eye to a  foreseen flow of future benefit, and its value at any time is therefore wholly a matter of the way those costs and benefits can be expected to play off against one another. Equally clearly, on this picture it is crucial to any valuation of our capital stock at any time – and thus to any operative criterion for the preservation of that value over time – that we can put a reasonably robust present value (subject to any agreed discount rate) on anticipated future costs and benefits.

This, however, takes us directly to the heart of the problem posed by environmental and ecological contexts.

The impact of environmental uncertainty

A very broad range of environmental issues is characterised by significant uncertainty about the future. Some of this uncertainty – arising from complexity of causal interconnection in the movement of materials around ecosystems, for instance – is just a matter of our not knowing things which we might come through progress in the relevant sciences to know, or of our having only fairly well-defined probabilities to go on. But the domain of such “positive uncertainty” is much narrower than we tend to acknowledge. 

For one thing, living systems are inherently unpredictable under novel anthropogenic stresses, and our attempts to manage them introduce further levels of unpredictability and open-endedness. Moreover, our attempts to understand them do likewise. As abundantly demonstrated in the recent field trials of GM crops, for instance, our choice of scientific framework for analysis and prediction is never going to sit entirely loose to the economic and technological configurations, the environmental effects of which we are seeking to predict. This is not to impugn the objectivity or good faith of science, just to point to the fact that it remains always a human activity conducted in a social context, and can only be objective at all within framing assumptions tacitly supplied by that context. But then, even the most precisely-expressed scientific knowledge inherits the contingency and provisionality of the social interaction from which such frameworks emerge; and given the scope and complexity of human-environmental relations as a domain for that interaction, such contingency and provisionality will be pervasive.

The socially contingent character of scientific knowledge in general has been increasingly recognised, building on early insights by Kuhn and successors in the history and sociology of science – see Medawar(1967),  Wynne (1992), Jasanoff (2002). This shift in perspective challenges the positivistic Baconian picture of science as systematically 'unlocking' the ' objective' secrets of nature through steady cumulative empiricism, leading to associated reductions of 'uncertainty'. Instead, science becomes seen as a more serendipitous (if nevertheless extremely powerful) human construct, its directions,  preoccupations and overall substance shaped, generally 'invisibly', at any particular stage by adventitious human cultural forces, conventions and norms.

The Baconian model of science-as-objective-truth, which has lived on until very recently in the political authority claimed for 'sound science' by governments like the UK's in circumstances of environmental controversy, is proving increasingly inappropriate in the environmental policy sphere. A succession of science-related environmental controversies in the 1980s/1990s -  for example climate change and fossil fuels, nuclear waste management, CFCs and the ozone layer, asbestos, Brent Spar and marine science, BSE/CJD, GM crops, etc (EEA, 2001) – have brought home how provisional and socially/politically shaped the state of scientific understanding of any sphere will tend to be at any particular historical moment (Grove-White, 1999).

A corollary has been the rise of 'uncertainty' and related issues of trust (in regulators, political authorities, and the scientific advisory mechanisms on which the latter have come to rely) as a central focus of discussion about the terms of reliance on scientific knowledge in public policy, in the period since the mid 1990s. Such reliance, it has been shown, must recognise inherently unforeseeable contingencies such as new developments in the social and cultural domain which are always liable, because of the humanly contingent nature of science itself (driven in the recent period by commerce-related perspectives in the wider research economy) to unsettle the 'sound science claims' of any present moment.

This kind of uncertainty shades without any clear break into that in which we find ourselves over future environmental values. Uncertainty over these is in principle irresolvable, since present actions of representing future values to ourselves fall firmly within the scope of the truth that future values are shaped by present actions. For instance, we do not know how our having decided to protect wilderness on the basis of how we think it will matter to future people will alter the ways in which it does in the event matter to them – and if we did suppose that we could know, and factored that putative knowledge in, we wouldn’t in turn know what difference that might make. The human world of value is something which we are always open-endedly creating (Foster, 1997: 238ff.). 

As is particularly evident here, environmental issues confront us not just with multiple uncertainties, but with many genuine indeterminacies. That is very far from alleging that no claim to environmental knowledge (framed scientifically or otherwise) is worth anything, or worth more than any counter-claim, or robust enough for the requirements of environmental policy and practical action. Such a position would be quite implausible, as well as potentially paralysing in its implications. It does mean, though, that what is robust is always contingently so, and whatever is determinate is always relative to a context of understanding and practice which can change. (The temptation to say “only” instead of “always” here is strong: but actually, there is no better-founded condition of empirical knowledge to serve as the implicit term of comparison.) Moreover, in practice, even provisional closure of one set of questions is liable to be achieved at the price of exposing indeterminacies in other domains or at other levels of understanding.

All this is quite enough to present a serious difficulty of principle for any conception of the necessary sustainability of development which tries to get a constraint on present environmentally-relevant action – and in particular, an incentive to inevitably disruptive and uncomfortable change in the present – out of a determinate relation between the present and the future. Under endemic and significant uncertainty, the determinate future only finally exists as our present determination of it. That process of determination is itself an activity which must be conducted under the full pressure of the present disincentives to change which we are supposedly using our view of future likelihoods to counter. In such a situation, there is no firm distinction between preparing ourselves to handle the transition to the future, and construing the future so that the transition to it will be what we think we can handle. The genuinely uncertain future is not sufficiently independent, motivationally speaking, of the present in which it is represented, to afford us any unambiguous leverage on that present.

The standard model of natural capital value as a sustainability constraint is fully exposed to this difficulty. If the value of a natural capital stock is the net present value of the discounted flow of benefits that it provides over time, the decision as to what course of action will count as maintaining its value is contingent on what we take (now) to be the future factors affecting how it is to be realised as present value in the future – and relevant to that will be what we take to be the case about future patterns of preference, alternative possible sources of the benefit provided by the capital stock, what the technologies for making the stock productive are liable to be, and so on. It is not just that under significant uncertainty there is little to stop us putting figures on the probabilities of such developments which reflect the current state of our disposition to act, nor even that we may well be strongly inclined so to model the future that the net present value of our natural capital stock comes out as one we can maintain into that future with a  minimum of disruptive adjustment. The underlying point is that the capital model itself is unable to incorporate any restriction on these tacit inclinations and tendencies. Equally, and by the same token, it is unable to distinguish between our yielding to them, and our making a genuine effort not to. Should we, for instance, count the handing-on of reduced natural biodiversity together with improved techniques for manipulating the residual gene pool, as preserving “the same level of natural capital” for future use? There is nothing to do but for us to make a judgement about this, and in doing so we can try to attend conscientiously to what we think future people will think about it – but, precisely, what we think that they will think is necessarily the bottom line.

The effect of all this is that what is intended as a sustainability constraint cannot genuinely constrain us – that is, cannot impose on us any obligations which we are not already inclined to accept.

Explaining the value-action gap

We hypothesise that this deep structure of our now-dominant mode of attention to the environmental future is intimately linked to the phenomenon of the value-action gap, which has been increasingly noted in the environmental domain by recent researchers but has so far been resistant to convincing explanation. 

Blake (1999), for instance, observes that expressed environmental concern and comparatively undemanding pro-environmental behaviour (such as recycling) are now becoming widespread throughout the population, but few people take environmental actions involving the significant changes to their lifestyle which would actually match their expressed beliefs and concerns. Gardner and Stern (1996) report surveys which consistently show strongly pro-environmental views among the US public (71%, for instance, believing that “the US is spending too little on environmental improvement and protection”, 64% that “ economic growth should take second place to environmental quality”, and 74% that “ environmental improvements should be made regardless of cost”) – yet the US shows no sign at all of changing its character as the most environmentally destructive society on Earth. 
 
The only serious alternative to concluding that this disjuncture is a matter of widespread and institutionalised double standards has been the theory that it arises from the characteristic form of environmental problems as “tragedies of the commons” – where collective rationality dictates one thing but individual rationality another. (Hardin, 1968). That distinction, however, will not suffice here. Certainly if someone holds the belief (for instance) that “all drivers should significantly limit car usage”, in the sense that “we should all, acting collectively as a society of drivers, limit our car usage”, this does not logically require him to draw the conclusion that “I (on my own, and regardless of what others do) should limit my car usage” – and moreover there will be all the well-recognised psychological and social disincentives to placing oneself individually at such a disadvantage.  But if the general pro-environmental belief is to have any substantive content at all, it does imply for each holder of it: “I (myself) should do some X, Y or Z…”, where these might include: learning about the issues and informing others, actively supporting policies to address the collective dependence, and trying to stimulate appropriate provision and arrangements in my particular sphere of influence. Otherwise, we should be left with no coherent conception of how a society could act collectively. And as a consequence of all these implications for individuals, we should expect – where such beliefs are claimed as widespread – to see a gathering momentum towards significant collective pro-environmental action, including growing political, citizen, consumer and workplace pressure, right across the demographic and socio-economic range, in support of serious pro-environmental policies. It is surely uncontroversial that despite some movement at the margins, we see nothing of this order in any of the societies where pro-environmental beliefs are supposed to be widespread.

But nor is the double-standards account satisfactory; for a major problem with it is the flagrancy of the disjuncture that now obtains between environmental rhetoric and reality. Despite a glib and increasingly conventional sustainable development discourse, there is (in the North, at any rate) only the most nugatory progress at the political and economic levels, while at the level of public attitudes a readiness to go the easy mile does not prevent private car usage continuing to rise inexorably, nor the growing habit of annual airline-package foreign holidays making huge fuel profligacy a part of the average lifestyle. But typically, double standards and such flagrancy are incompatible. In all the other areas of our daily lives where there tend to be value-action gaps (sexual morality, business practice…), double standards thrive on a kind of tactical inattention to what we are doing which just isn’t possible in this domain. Usually the more apparent such a gap becomes, the more we are pushed towards explicitly abandoning either the principle or the non-compliant behaviour. The failure of this general rule to hold for the equivalent environmental and sustainability scenarios needs further explanation.

What is actually happening here, we would suggest, is that the standard model of sustainability as a constraint on development is widely, albeit tacitly, recognised as not genuinely constraining us. By the same token, associated targets, indicators, project appraisal formats and planning decisions are generally sensed to depend on the aspiration to gain leverage on the present from the future, where nothing of the kind is really possible. It is only to be expected that, in these conditions, the pressures of political, corporate and institutional vested interests will work – and will generally be taken to be working – strongly beneath the surface. Issues of authority and trust obviously come very much to the fore in such a context. But they do so along with the further recognition, also widespread and tacit, that (given the dominant model) nothing could count as satisfactorily resolving them. Provisional and continuously-negotiated scientific knowledge and political judgement, which look like all we can get in this domain, simply cannot fit the only role which that model makes available for them  – the role of impartial and objectively warrantable criterion for the alignment of present actions to future needs. 

Just where it is supposed to generate the energy and provide the leverage for serious behavioural change in the direction of environmental sustainability, that is, the model based on the orthodox conception of natural capital contains a void. The widespread disjuncture between environmental principles and actual behaviour can thus be seen as a manifestation and consequence of a whole discourse enmeshed in what the existentialists used to call bad faith. The operation of double standards (letting one’s actual conduct slide quietly past one’s principles) is not the only variety of this. There is also another, more insidious form: locking oneself into the pattern of actions one knows one’s principles should hold one to, even though one is aware, or half-aware, that they don’t really. This is where recognising (or half-recognising) the shadow-nature of the sustainable development constraint now leaves a great many individuals and institutions in societies which have taken that model of environmental responsibility on board. What happens, very generally, when people try to justify actions to which they want to feel committed in terms of beliefs which they are half-aware of not really holding – or of not holding in a way that brings them up against genuine constraint – is that they try to find external stiffening for the conviction that this is the right thing to be doing. And of course, there is nothing so external or stiffening as a number. The fundamental bad faith of the dominant sustainable development discourse consists in trying to misrepresent our permanent present responsibility for determining what the future will be like, as a responsibility to meet a quantifiable external standard of right behaviour towards that future. This standard is constructed out of the ideas of numerical equality (we must hand on at least the quantum of natural capital value that we inherited) and of scientific measurement (enabling us to identify which courses of action do indeed preserve that quantum and which don not). And yet all the time we recognise, tacitly, that numbers substituted for judgement while finally depending on that judgement can carry no real authority. So we are constantly framing our environmental beliefs and principles in terms of quantified targets and indicators which in practice have no more grip on us than our inclination (however well-meaning) to pursue them. 

This, we would argue, is the underlying motivational structure of the value-action gap. We explore further the related issues of uncertainty, public trust and scientific authority later in this Working Paper, specifically in regard to sustainability policy and planning. Enough has already been said, however, to indicate that the orthodox model of our environmental responsibilities may need to be recast in a fairly radical way.

3. Natural capital, real options and sustainability

The real options concept

That orthodox model, to repeat, is founded explicitly or implicitly in the natural capital metaphor. In this context, therefore, consideration of an alternative way of picturing natural capital value becomes important. We need, it seems, a different kind of analogy for the value of natural capital – a different way of grasping the upshot of the economic metaphor for the way in which the resources and systemic capacities of the natural world are important to us. Correspondingly, we need a different approach to sustainability: one based not on a dubious model of present action as aiming at impartiality between present and future, but firmly on a kind of attention to the present which keeps open communications with a future we don’t attempt to second-guess. 

This paper explores the possibility that the recent corporate strategic concept of “real options” might supply these needs.

This concept originally comes from financial markets, where “options” is a technical term for contracts conferring the right but not the obligation to do something at some future time under predefined conditions - for example, to convert currency at any point up to some specified date at a certain fixed exchange rate. A key feature here is that the cost of having such an option is fixed at the time of acquiring it and does not depend on conditions at the time of exercising it. Thus in the currency example, if the actual market exchange rate moves one way, exercising the option at the right moment will yield a financial gain (and potentially a very substantial one, since depending on the amounts involved a small movement in the rate can result in a very large increase in the value of the option) – but if the rate moves adversely, there will not be a corresponding loss, because the option does not have to be exercised, and if it is not exercised then the only loss is the fixed cost of having acquired it in the first place. Market uncertainty can thus only increase the upside potential of an option – the more volatile the exchange rate in this example, the more chance of making a killing for a fixed level of risk. This is of course why options have become very important in a era of increasing complexity and financial unpredictability (de Neufville, 2001). Options analysis (for the mathematics of which the 1997 Nobel Prize in economics was won) is the process of assessing option values on the basis of current asset values, interest rates, time-frames and a measure of market volatility, in order to support financial managers in negotiating option prices. 

The idea of “real options” transfers this pattern of thinking to the domain of physical as opposed to financial assets. A real option is that feature or configuration of a physical (non-financial) asset which embodies an opportunity – the scope but not the necessity – to develop or apply the asset in some particular direction in the future, depending on how, and whether, relevant current uncertainties are resolved. By contrast with an option on the acquisition or disposal of a financial asset, which is just a contract – paper or verbal – this kind of option is built into the material structure of the asset or the pattern of human activities surrounding its use; hence the adjective.
Real options can be an important element in the value of many man-made capital assets. For example, a power plant with dual-fuel burners that can run on either gas or oil, or a domestic power-system that can incorporate different levels of contribution from solar or wind energy, both build in real options. The inclusion of such features will not be cost-free at the design, production or (possibly) operating stages, but it has value deriving from the managerial flexibility which it provides in a context of uncertainty about a range of matters – market conditions, technical performance, resource availability, potential changes in regulatory regimes and so on. Again, there is a rapidly-developing managerial toolkit for assessing whether this value justifies the cost of acquiring the option in a given case (Amram and Kulatilaka, 1999). Crucially, this toolkit applies the differential mathematics of financial option analysis to improve on the standard “discounted cash flow” approach to modelling the future. This standard approach, discounting the projected cash-flow profile of an asset back to net present values, makes two fundamental  assumptions: that the time to respond to any uncertainty we may expect to be around in the future is now, and that the appropriate response to it is to quantify it probabilistically. These are precisely the assumptions from which real-options thinking is intended to help us escape. Very typically, discounted cash flow models will understate the value of real options by estimating, on the basis of present knowledge, flows to which future actions (justifiable only on the basis of future knowledge) may be expected to add significant value.

One way in which real options are plainly relevant to the economics of natural capital is evident from the above examples Designing multi-fuel or otherwise multi-purpose man-made capital assets provides us with flexibility which can feed through (up to a point) into some of the demands we make on natural resources such as fossil fuels. This includes natural capital in the real options equation as one very important source of the uncertainty with which we want to give ourselves scope to deal. But the more radical move here is one first proposed by Gough (2002): that is, to recognise natural capital itself as valuable in virtue of embodying real options. 

Real options in natural capital assets

A line of thought leading in this direction had already appeared in the environmental economics literature as the concept of quasi-options, first mooted by Arrow and Fisher (1974). Quasi-option value is the difference between the value of preservation (in their example, of an area of forest) obtained using expected values estimated under uncertainty, and the value that will be seen to have actually been realised by preservation once relevant uncertainties are resolved. It is positive because by using the expected value in calculating the next period’s benefit of preserving old growth, the value of preservation is likely to be underestimated (van Kooten and Bulte, 2000: 296). This positive difference is the value that would be lost through sacrifice of options by an irreversible present decision to harvest now rather than wait. That “the expected benefits of an irreversible decision should be adjusted to reflect the loss of options it entails” (Arrow and Fisher, 1974: 319) is of course an economist’s formulation of a very general truth – essentially the same considerations, for instance, keep Hamlet from suicide – but it is a truth particularly apposite for environmental contexts as classic domains of irreversibility and uncertainty. The point in such contexts is precautionary: recognising the existence of quasi-option value attending certain kinds of natural capital asset is intended to counteract our ingrained tendency (to which, as noted, a discounted cash flow model of sustainable development is especially subject) to underestimate medium- to longer-term costs of liquidating such assets as against immediately accruing benefits . 

A real options approach, however, includes but also goes distinctively beyond this kind of recognition. One important theoretical dimension which it adds is the idea of the “kinked payoff function” (Amram and Kulatilaka, 1999, 18-19). Under uncertainty, the option to make a contingent decision can have very high present value because a contingent decision to develop represents a potential to increase the benefit-cost differential significantly (by controlling the downside while maximising the upside). An environmental example might be the conservation of plant biodiversity, achieved simply by letting the relevant stock regenerate itself, as the basis for possible future high-value pharmaceutical developments. To foreground this feature is to focus on the positive and the potential.  We are no longer just concerned with precaution against an irreversible sub-optimal outcome, but rather with maintaining, by not committing ourselves too early, our scope to achieve a much improved optimal outcome. The effect, however, is still to preserve the environmental asset unliquidated into the next time period, and to keep on doing so as long as it remains unclear whether or not development actually is optimal. This would undoubtedly mean a difference in the way we look at environmental protection, and perhaps potentially quite an important one in the context of a mainstream environmental economic and policy discourse which at present is typically all about representing the environment as cost and constraint rather than as opportunity.

A topical example of the kind of difference which it might make is afforded by the issue of GM crops. It is surely evident from the results of the various trials and studies now emerging that the right thing for the UK to do with these crop-strains is to put their commercial introduction firmly on hold, while continuing actively to explore both the scientific issues and the nature of public attitudes, and leaving questions of future licensing genuinely open. A real options model helps us see this as neither a business failure (writing off much investment) nor a political fudge (fear of taking a clear “pro-environmental” line), but in fact the optimal course for public policy both economically and environmentally – since it involves recognising and preserving an “option to wait” which under continuing environmental uncertainty has significant present value.

More generally, the real options approach allows for the more sophisticated incorporation of insights about the transformative power of contemporary technologies (ICT, biotechnology, robotics, nanotechnology etc) in moves towards sustainable development trajectories - a crucial issue for the concept of natural capital, but one on which the orthodox account of the use of natural assets has little to say.

A real-options model sits comfortably with the potential of the new wave of

“transformative” technologies to address resource-scarcity issues of the kind on which the concept of natural capital was originally predicated.
The associated danger, plainly enough, is that adopting this general approach would tend to confirm development (albeit environmentally benign in intention), rather than precautionary preservation, as the default position. That possibility could well put off the environmental puritan, who might very understandably see the history of the last thirty years as a slow, painful and still only partial shifting of the onus of proof from environmental protection onto development. There is some force in this objection. But to regard it as decisive would be to overlook the other important new emphasis coming in with the real option picture: that on an active management learning process of acquiring information, evaluating a developing situation sensitively and responding to emergent opportunities. Real options thinking specifically entails the development of such a pro-active learning stance to inform the contingent decision: indeed, it is only in virtue of this stance that the option to make a future decision acquires significant value. 

For example, a toll bridge built with the width and strength to take a railway line should railways come to that part of the world (as apparently was the first road bridge over the Tagus in Lisbon – see de Neufville, 2001) will have, in addition to its capital value deriving from present and future flows of benefits associated with road transport, the element of real option value generated by the unused extra capacity in the context of uncertainty over railway development. Where such uncertainty is great, this real option value can be a very significant element of overall asset value. The “real options mindshift” is the recognition that for the bridge-builders, being now in such a position that if the railway comes they could make a great deal of money, whereas if it doesn’t they will only lose the cost of having created the extra capacity, has a present value for them which varies directly rather than inversely with the present level of uncertainty about railway development: if such uncertainty is high, they may actually have more chance of achieving a very good upside:downside ratio. But this will only be the case, provided that they adopt a sufficiently proactive learning stance towards acquiring and maintaining the management intelligence needed to negotiate such uncertainty –  that is, they go on keeping their ears to the ground in the right places, invest exploratorily in railway shares at the right moment, and so on.

Such a learning stance in environmental cases in itself carries clear pro-environmental kinds of recommendation. As in the GM crops example, it must at a minimum involve progressively fuller attention both to the interactions going on in ecosystems and to the whole range of social and cultural processes through which environmental goods are actually valued. Thus at the same time as shifting the emphasis towards opportunity rather than constraint, a real options approach to environmental issues adds a strong counterbalancing incentive towards the serious pursuit of better environmental-social intelligence.

Generalising real option value

So far this attention to real options thinking amounts only to a way of registering one aspect of the present capital value of certain, perhaps rather specialised, kinds of natural asset. Why should it claim any more importance than that? Why should it appear to have the kind of broader relevance claimed for it at the beginning of this  section? Here the argument needs to make two generalising moves – or rather, to recall one already made and link it to another.

The first such move is the generalisation of environmental uncertainty. As has been widely argued and sufficiently rehearsed above, all environmental assets, in one way or another, avail us under conditions of substantial indeterminacy. It is only in virtue of ignoring or minimising these conditions that the orthodox model of sustainability constraint appears viable.

The second generalising move is the claim, original (we think) with this Project, that  all natural capital exhibits an underlying real-option structure of value, so that the way natural resources as a whole avail human economies and societies is not only miscalculated but seriously misrepresented when that value is addressed only in discounted cash flow terms. Another way of putting this would be to say that the main point of the “capital” metaphor as applied to natural resources is to represent our complex relation to them, to the future and to our own creativity in terms of something like the real-option idea-matrix. And the further claim which we want to base on linking these two moves, is that this way of thinking about natural capital offers possibilities of avoiding the fundamental problem of a non-constraining sustainability constraint. 

As to the first of these claims: ecological capital (that is, virtually all natural capital except exhaustible mineral resources) has a basic real-option structure of value in virtue of the pervasive homeostatic and (in living systems) self-regenerative powers of this capital. It is because of these powers that there are conditions of use under which these assets, while providing us with a flow of “income” benefits,  don’t depreciate (that is, their continued use under these conditions is at worst low-cost), but go on offering us permanent scope for achieving significant benefit (whether as liquidation or increased income) whenever we can be reasonably sure that particular  developments have become optimal. This is in fact the classic kinked-payoff format of a real option: the asset is valuable because, under uncertainty, we can limit the downside (the costs of keeping the real option in being) whilst husbanding the potential for significant upside gains. It is ultimately because natural capital is freely given us as an inheritance of our terrestrial origin and its value is realised through self-stabilising and self-renewing powers which, though ultimately independent of us, interact with our open-ended creativity, that it presents itself to us naturally within this pattern of availingness. Supplying us as “capital” is the way the earth’s resources naturally support the ongoing species life of a creature with unique evolved potentialities for transforming its own life-conditions. (It is because our relation to our natural resources embodies this basic real-optionality, we might say, that the human enterprise has taken off as dramatically as it has.)

Even mineral resources (including fossil  fuels), although exhaustible, could also perhaps be seen as a special case of the same basic pattern. When used, they are transformed into machinery and energy which enable us not only to make huge improvements in our quality of life, but also to create alternative (and for practical purposes inexhaustible) energy sources to replace them – if we use our opportunities intelligently. Thus they in effect contain as resources (for having which status they already depend on human ingenuity) the capacity to regenerate themselves within an equivalent kinked-payoff structure of value. This would certainly make the argument neater, though a good deal of the essential point goes through even if it is taken to apply to ecological capital alone.

Critical natural capital and the real options alternative
The point of seeing natural capital as a whole in this light is the different sense which it enables us to make of the sustainability imperative. 

This imperative, as now standardly modelled, requires critical natural capital to be preserved over time, where this comprises those natural capital assets yielding benefits essential for human welfare, but which cannot be substituted for in the production of these benefits by any form of human-made capital (Ekins et al., 2003). And, as already noted, on the orthodox model we have to try to meet this sustainability criterion by anticipating future structures of value and associated flows of benefit. Where the present costs of preserving (or restoring) critical natural capital are likely to be high, in terms of remedial investment or simply of benefits of liquidation forgone, there is a strong temptation under uncertainty to project these anticipated futures so that they do not require us to put ourselves out unduly. In other words, compatibly with a theoretical recognition of the need to preserve critical natural capital, there is a great deal of practical inertia in the system.

The critical natural capital criterion is actually composed of two distinct elements. Fundamentally, it rests on nothing more than the requirement that we do not consume or liquidate assets within our total capital stock in such a way that overall human well-being is reduced. The logic of this requirement straightforwardly expresses the  concept of the capital function. Combined with it, however, is an assumption – the truth of which is finally an empirical matter – that there are some natural capital assets which we simply could not consume or liquidate without reducing overall human well-being, since the services provided to us by these assets are both essential for such well-being, and incapable of being provided except through preservation of those assets. What is being ruled out here, in respect of a certain range of natural capital assets, is the possibility that liquidating these assets could nevertheless maintain the overall value of our total capital stock. Such value-maintaining liquidation, were it possible, would have to take one of two forms. Either it would have to involve the conversion of the natural capital assets liquidated into new human-made capital capable of producing equivalent benefits and services to an equivalent value; or it would have to yield, in the process of liquidation, new natural capital to make up in overall value (that is, to compensate at the bottom line) for what was being lost. So the identification of a natural capital asset as critical is the claim both that it provides us with services important for human well-being, and that its liquidation could not be compensated for in either of these ways.

We may accept as reasonable enough the empirical assumption that some natural capital cannot be replaced without loss in its existing functions by human-made capital. While, for example, the natural capacity of the atmosphere to absorb CO2 seems as if it could in principle be substituted for by a variety of technologies for reducing CO2 emissions at continuing levels of economic activity, nothing equivalent looks even remotely plausible in respect of the functioning of the atmosphere as a total system maintaining global climate stability. Once levels of atmospheric CO2 are high enough for major step-changes to begin occurring, there is nothing we can do to prevent or control them (though we may, of course, develop some technological resources to help us ride out their consequences). Loss of the value thus provided to human beings would be an immoderate and uncompensatable loss, to avoid which we simply have no choice but to preserve the relevant systemic capital capacities while there may still be time. By no means all natural capital, of course, is as obviously essential and unsubstitutable as this. It might be an open question, for instance, whether wilderness (considered as a source of particular kinds of human experience) falls into this category – might not the quality of various substitute experiences so develop that over time people come to be quite content with them, or even to prefer them? This merely indicates, however, that applying the criticality criterion in practice will be a complex matter, which we should anyway have expected. We can still conclude as a good rule of thumb that whenever we are facing a clear prospect of reduction in natural capital value, we should scrutinise very carefully any human-made sources of substitute value being offered in compensation.

What about cases, though, where we are facing the loss of a natural capital asset but not a reduction in overall natural capital value? These, we might think, would be situations in which the liquidation of a natural capital asset either generates new natural capital stock, or enables us to derive value more efficiently from existing natural capital stock remaining around. An example of the former would be the depletion of mineral reserves (iron ore) and some fossil fuel sources (coal) to provide the means of accessing vast new fossil fuel stocks (oil reserves) which previously could not count as natural capital because humans had no way of making use of them. An example of the latter would be an improvement in extractive equipment, or the development of new applications, involving some further natural capital liquidation but enabling us to derive more and more value from the oil reserves that we already know we have. In cases like this, applying the critical natural capital criterion must turn on the discrimination of kinds of value derivable from different kinds of asset. We might want to say, for instance, that no imaginable value attaching to energy or to oil-derived products could compensate for the value of the various environments and ecosystems disturbed or jeopardised in the process of accessing oil reserves. Again, this might be a difficult and contested judgement, but the grounds on which it would have to be argued are clear – that is, relevant probabilities would need to be at least roughly established and associated moral and other claims explored. The criterion itself remains the same; and so, of course, do all the problems which we have noted as inherent in applying such a criterion by representing possible futures under uncertainty.

But the move to recognising a real-option value structure inherent in natural capital, just as such, changes all these lights – because it means that liquidation of some natural assets can maintain or increase natural capital value without generating either new stock or more efficient draw-down of existing stock. It can do this by extending our room for manoeuvre around existing natural capital: that is, by increasing its potential under uncertainty to yield a high benefit: cost ratio through a future contingent decision, about the context and upshot of which we may not yet be very clear at all. 

For a specific example of this, consider a case where plant biodiversity had been irreversibly reduced by overharvesting a species intended to yield important pharmaceutical benefits, but which turned out in the event not to (say, because unanticipated adverse side-effects intervened). Here there seems pure loss, until we reflect that the associated learning process might have been such as very significantly to enhance the real option value attaching to the plant biodiversity still remaining. What we have learnt, even through failure, might have provided the necessary platform for a future contingent decision – contingent, that is, on further learning still to be done and still, under uncertainty, unpredictable – and so have added substantial  present value, even though it may have made no immediately compensating difference to what we can presently do with our biodiversity capital. 

But the key point on which we want to insist, is that all natural capital is underlyingly such as to support the possibility of this kind of value-gain. If that is the case, it is open-endedly possible that any development which appears to liquidate particular natural capital assets without compensation is actually putting us in a position to realise, from elsewhere, as it were, within our armoury of natural assets, future benefits (as yet only specifiable very imperfectly, if at all) which will more than offset the losses. And the real-options mindset helps us to see this possibility not as a speculative and perhaps risky sacrifice of present value, but as an exploratory-creative shift of present value from one mode to another – provided that the conditions of preserving or increasing real option value are being met.

Seen in this context, the sustainability imperative can no longer be “Don’t liquidate critical natural capital”, with all the associated problems which we have noted. For the fact that the real-option value which might possibly compensate for liquidation is the value of an as-yet-not-fully-specifiable potential means that there must always be an unresolvable indeterminacy about what natural capital – other than that which is blatantly essential and unsubstitutable – is actually to be counted as critical. Instead, the criterion for sustainability must become something like: “Preserve the real option value of natural capital”. If we can do that, we are recognising the permanent open-endedness of the consequences of our interventions in the natural world, while  preserving the essential safeguards that the idea of critical natural capital is meant to be getting at.
 

This can be expressed more formally. Considered over a sufficient time-frame to allow for relevant time-lags, critical natural capital comprises that stock of natural assets which cannot be diminished without worsening the human condition (because if what is both unsubstitutable and essential to human well-being is diminished, the human condition must worsen). But the corollary is that if the overall human condition is not worsening, critical natural capital must be holding up. Now real option value is a function of the ratio between a contained downside and a managed potentially significant upside; so if natural capital as a whole has a real-option structure, when the real option value of natural capital is being maintained, costs (including environmental costs) are being at least roughly contained – at any rate, our environmental position is not being seriously jeopardised – and meanwhile, the potential for significant betterment is being kept active. This is a state of affairs in which, it is surely clear, the overall human condition could not be said to be worsening. So if the real option value of natural capital is being maintained overall, critical natural capital is being maintained.

Maintaining the real option value of natural capital

For this to be any sort of criterion, of course, we must be able to establish, at least in broad terms, whether and when it is the case that the real option value of natural capital is being maintained. This raises the question of what is involved, in general, in ensuring that the real option value of any capital asset which has such value is being maintained. One thing that has to be immediately acknowledged is that, since real option value is in part a function of uncertainty, such maintenance is never entirely in our hands. But, accepting uncertainty, it is also a function of other factors that we can do a fair bit about. If we recall the road bridge example, it is evident that maintaining real option value here means ensuring that the material asset continues to embody the 

potential for the contingent decision – in this case, presumably, a matter both of 

upkeep of the structure and of regulating any expansion of current usage. But in 

addition, it means ensuring that systems of relevant intelligence are being kept sufficiently robust to optimise the potential benefit from that contingent decision whenever it is taken. And importantly, since maintaining the value here is maintaining a ratio, there is some scope for value-slippage at the material end so long as it is clear that potential is being maximised by the continued improvement of intelligence at the management end. (If, in fact, the railway-carrying capacities of the bridge have somewhat deteriorated, the extra costs of putting things right when the moment comes could be more than offset if the very best deal for railway access can be struck.)

Analogously in the natural capital case: maintaining overall real option value means ensuring as far as possible that our stock of natural capital assets continues to be broadly sufficient to keep the human project in day-to-day business, while also ensuring that our systems for learning our way creatively into an uncertain future are constantly being kept in the best order that we can achieve. 

For the former of these requirements, we shall have to go on relying on the kind of discounted cash flow calculations of comparative capital asset values over time that have been so roundly criticised above. But the burden of this critique was that such a model of the relation between present and future values could not by itself provide us with a real handle on sustainability – that is, a genuine constraint on present actions liable to jeopardise the future. Crucially, however, on the real option picture  discounted cash flow calculations  will no longer be our only economic handle on sustainability. An additional handle – and one that, not involving future-modelling, can hope to have the purchase of a genuine constraint even under endemic uncertainty – is our commitment to the continued robustness of our systems of environmental learning and environmental social intelligence. Again analogously, if we can be sufficiently confident here, we can live with the inevitable exposure of our income-flow and precautionary cost-benefit calculations to tacit bias in favour of the present. That bias only infects our representations of the future – it need get no lodgement in our criteria for most effectively generating and negotiating such representations, which will be the relevant criteria for the robustness of our learning systems. 
What might such criteria look like?

In the business world, the real options approach is recognised to demand a 

learning model of corporate strategy. This would involve an organisational structure and a management mindset facilitating constant anticipatory scanning of the relevant environment and continuous monitoring of the changing situation to register the patterns of emerging events and of consequent shifts in knowledge and attitudes. It would also demand flexibility – to keep the frameworks for review under review, to revisit constantly the operative assumptions about what we know, what is being taken for granted and what the goals are. All this puts an adaptive premium on managerial creativity in a context of institutional intelligence: excellent information systems, openness and strength of internal communications, and the structural flexibility and responsiveness to make best use of them.

The broad outlines of how this translates into criteria for a genuinely learning society, capable of husbanding its natural capital (and indeed all its other) assets creatively, should be clear. Many of these themes are already familiar from recent innovative thinking about democratic and epistemic deficits built into current policy practice around technological risk, but the picture takes on a new dimension of meaning in the context being suggested for it here.

There will certainly not be a learning society without changes in the practices of formal education – for present purposes, of environmental and sustainability-related education in the first place. What some of those changes might look like in terms of both learning content and a pedagogic strategy which acknowledged “real options thinking” is explored in the companion Working Paper.

For such changes to feed through into the general creative recognition and use of society’s natural capital options, we should need to be confident that we were keeping our institutions epistemically effective in certain characteristic ways.  These would have to include:

· the development of a widely-distributed and richly-conceived social “knowledge base”, in which a variety of expert and lay perspectives mutually illuminate one another;

· a significant increase in participation, open consultation and collective decision-making at all levels, both to facilitate the dialogue of expertise and lay knowledge and to ensure that wider public values are allowed both to inform and to be informed by policy and decision-making at all stages; and

· the effective practical recognition of the provisional and dialogical nature of all knowledge and value-frameworks, including not only those which tend presently to be objectified as domains of precision and determinacy, but also those which inform all public and private values.

The practical implications of applying such criteria across the full range of our institutions are clearly far too extensive to be dealt with in this Working Paper: the concluding section manages some hints,, but that is all. There is clearly a major programme of work emerging here. What we would re-emphasise at this point, however, is that any such programme will be premised on a new model of the relations between sustainability on the one hand, and criteria for exploratory social learning and the effective development of social intelligence on the other. On the currently dominant picture, based on an orthodox understanding of the natural capital metaphor, such learning and intelligence are essentially instrumental: they help us to negotiate a set of requirements on the transmission of environmental value, and thus by extension on acceptable behaviour in relation to the environment, which are given by the terms of an independent sustainability criterion. On a model informed by real options thinking, it is hardly too much to say that for practical purposes our criteria for social intelligence are our criteria for sustainability. It is not just that the only sustainable society is a learning society; only through the process of ensuring that it is constantly configuring and reconfiguring itself as a learning enterprise can a society genuinely reshape collective and individual behaviour in sustainable directions.

4. Practical implications

The test of policy relevance

There are many respects in which the foregoing account needs to be challenged and tested at the level of theory. The analysis of natural capital value in terms of real options has been sketched out above as little more than an intuitively appealing idea, and may reveal serious flaws on further probing. The nature and effects of environmental uncertainty are open to a range of interpretations, of which ours is one which makes what may be felt to be particularly strong claims. At the level of social analysis, the explanation offered for the value-action gap is evidently both novel and under-theorised. Our picture of a learning society is very different from what is now standardly understood by the use of that term. We should like the thinking outlined in these two Working Papers to provoke lively debate and vigorous critique in all these areas.

But, theory aside, one absolutely crucial test which this thinking must pass is that of clear relevance to practical sustainability planning and decision-making. Even had we not been conducting this work under the rubric of a research programme addressed to issues of “environment and human behaviour”, we should not have been interested in constructing a theoretical model, however persuasive, the import of which could not readily be seen to require any difference in how sustainability is pursued and conditioned for on the ground. If we are right (or even just broadly on the right track), the failure of human behaviour in the advanced societies to change anything like adequately in pro-environmental directions despite increasingly widespread acceptance of pro-environmental principles is written into the framework within which that pursuit is now conducted – so reconstituting that framework conceptually cannot but have behavioural consequences.
  The point at this juncture, however, is to try and sketch at least some outline anticipation of the form which those consequences might take.

This concluding section first situates the account in the general context of current sustainability policy concerns and developments. It then considers, again in a fairly outline and experimental way, a more specific possible application.

The crisis of environmental governance
Changing understandings and practices within the policy arena already reflect various aspects of our analysis. This is the case, for instance, over the matter of uncertainty. There has been increasing resort to “scenario planning” in both industry and academic commentary on future industrial strategy, and this approach is also being taken up by government. The most elaborate recent such exercise in the UK public policy sphere has been the Prime Minister's Strategy Unit's study of the future costs and benefits of GM commercialisation (Strategy Unit, 2003). This supplemented its use of four scenarios for potential GM crop diffusion in the UK over the next fifteen years with a parallel “Shocks and Surprises” analysis involving disciplined speculation about future unforeseen eventualities that might upset the scenarios. Strikingly a key finding of this study is that any future for GM crops will be crucially dependent on - not to say, at the mercy of - 'public attitudes' towards the technology. This underlines the likelihood that future patterns of technology governance will involve increasing interaction with wider public values – including, crucially, sustainable development values – in a continuous social learning process.

This acknowledgement of contingency and the need for social learning goes with the grain of emerging concerns about the limits of scientific and political authority in the field of environmental governance. Sociologists like Krohn and Weyer (1994) and Beck (1992) have argued that late twentieth-century technologies impacting on the environment (nuclear, new chemicals, GM) have all-too-often had the features of scientific experiments conducted with society as a whole as the laboratory. Initially the result was a process of learning retrospectively by mistakes (disasters and other unforeseen consequences) under uncontrolled conditions. With the rise of the environmental movement, and an increasingly hard-eyed public, we have had, in Dorothy Nelkin's (1979) phrase “controversy as technology assessment” (again, the UK GM rows are an example) - a form of technology “governance” which is now proving increasingly costly in terms of both corporate returns and government authority. Some commentators (Jasanoff, in press; Joss, 2002) are suggesting an emerging choice: either such controversies will grow in number and destabilising effect in industrial polities, under the technologically-creative conditions of early twenty-first century political economy; or they will be avoided through increasingly proactive integration of public values at early R & D stages. The latter approach seems increasingly credible - as it would also match the new “corporate social responsibility” imperatives now being forced (however erratically and slowly) on companies world-wide. It is also, of course, very consonant with the kind of emphasis which we have been laying on dialogue, responsiveness and institutional reflexivity as characteristic of the necessary social learning and social  intelligence.

The literature traces a growing recognition (common to both government and the corporate sector) that social intelligence of this kind, premised on widespread public involvement, is important for reasons both of legitimacy and of efficacy in the planning and management of modern polities. The legitimacy in question is both political and epistemic. On the one hand, such deliberative involvement, appropriately formalised, seems to promise a better means than do classic representative fora for people to exercise proper democratic control over plans and decisions involving complex technical and environmental issues. On the other hand, we actually gain a better intellectual purchase on these issues through a continuing dialogue between expert knowledge and lay understanding – countering the ingrained tendency of expertise to forget its own contingency and value-dependence, while ensuring that lay judgement engages with the demands of responsible methodology. Through such dialogue, it is hoped, might also be countered the lack of trust in corporations and policy-world institutions which lies behind so much public apprehension over new technologies (so often misconceived as a preoccupation with statistical risk). Correspondingly, decisions in the planning, regulatory and product development spheres are much more likely to be efficacious (that is, less likely to unravel through unforeseen citizen or consumer reactions) if they are reached through and informed by such public intelligence processes.

It is increasingly clear, for instance, (the world-wide GM rows are the exemplar again) that, in order for us to realise the transformative potential of new technologies, these will have to command new levels of public endorsement both in advance of their introduction and as part of any ongoing monitoring regime. It has been argued (Grove-White et al., 2000) that this will entail a need for entail new deliberative processes of 'interactive understanding' between scientific/corporate innovators and wider public values, at the up-stream R & D stages of new technological development. The DTI, DEFRA, & Royal Society, and the new biotechnology advisory commissions (Human Genetics Commission, Agriculture and Environment Biotechnology Commission), are increasingly interested in such approaches. One interesting new study
 is developing an experimental initiative to see how such processes might work to secure a sustainable-development-friendly trajectory for nanotechnology, by encouraging public-industry dialogue at this early stage in the technology's evolution. And major programmes of Research Council funding on both sides of the Atlantic are being designed, to accelerate the social sensitising of R & D processes in this sphere. All  this is thoroughly consistent not just with the capacity of a real-options model to accommodate and value creative potentiality, but also with the crucial  importance of interactive social learning and social intelligence on the corresponding model of sustainability.

These developments are important. They are not, however, sufficient in themselves to redeem the conventional model of sustainable development if – as is very generally the case – they are still deployed within that broad framework. The fundamental deficiency which we have described as “bad faith” – the masquerading of finally responsible present judgement under a guise of quantified intergenerational constraint – cannot be addressed simply by increasing the public legitimacy or the anticipatory consensus with which we articulate the conditions of that supposed constraint. It is not the way we construct that constraint (in terms of admittedly rough and provisional as against would-be precise quantification, or based on a more epistemically-democratic model of the relevant knowledge), but that we take what we construct as such a constraint, which ensures the characteristic emptiness of the received sustainable development rhetoric and the typically broken-backed character of its implementation. These widely if tacitly recognised features of the discourse are what actually underlie the crisis of environmental governance. No discourse is going to support a stable and authoritative practice of public policy- or decision-making when at bottom no-one can really take it seriously on its own terms. Public trust in governance institutions is not going to be restored by increased public complicity with these institutions in the process of inventing sustainability requirements which are then treated as if they were externally-warranted obligations; consumer confidence in the good intentions of corporations cannot be founded on the shared pretence that this rather than that product sourcing strategy could constitute doing our duty by the future. Greater public involvement is indeed important, but not because it confronts these issues at all.
In seeing why it is important, the shift to a sustainability model informed by the real options analogy plays a vital role. This is to provide a framework within which moves towards interactive understanding and social learning can be seen for the genuinely creative developments which they are. On the picture sketched in the previous section, we can give a radically different account of why these developments matter – not as offering to confer spurious authority and robustness on a dialogue of shadow-constraint, but as  providing us, through the standards implicit in these processes themselves, with the only form of sustainability constraint that we can properly encounter. Only to the extent that our social intelligence is in good order can we rely on our efforts to live within our environmental income as maintaining the real option value of our natural capital, and so as preserving human well-being across inevitably open-ended and exploratory environmental change. And only to the extent that it is pursued through the fullest possible openness, interactivity, heuristic provisionality and reflexivity can any process of shared collective intelligence count as being in good order. These criteria and the associated standards of institutional practice are not derived from any need of social legitimation or practical efficacy in the policies and decisions which they inform; rather, they are derived from the nature of intelligence itself. 

An application: extending the Quality of Life Capital model

But how might these still fairly general considerations come to bear in specific instances of sustainability planning and decision-making? As an experimental illustration, we have begun to explore their relevance to the Quality of Life Capital methodology. This is a tool originally developed by CAG Consultants and Land Use Consultants under the name of Environmental Capital (CAG/LUC, 1997), and subsequently taken up jointly by the Countryside Agency, English Heritage, English Nature and the Environment Agency to provide “a consistent and integrated way of 

managing for quality of life”. 
  

The approach serves our purpose here, it should be emphasised, by virtue of its very significant strengths: it is an authoritative, well-grounded and increasingly well-tested planning and management tool, the design of which reflects much of the movement towards public involvement and expert-lay dialogue discussed in the previous section. It offers a practical, easily-operationalisable way of opening up “natural capital asset management for sustainability”, so that this rather daunting-sounding process can become more transparent and interactive. It is also impressive in its aspiration to integrate both social and economic issues into a single framework with environmental ones, though we refer only to the last of these categories in what follows.

The Quality of Life Capital process involves constructing an analytical matrix in which asset management aims emerge from a combination of both quantitative and qualitative assessments. Its theoretical basis is an attempt to go beyond the fairly simple three-fold classification of natural capital assets into critical, constant and tradable. On this classification, critical assets are those which are important, irreplaceable (destruction would be irreversible) and unsubstitutable, and which therefore need the highest possible (or even absolute?) protection. Constant natural capital comprises assets which are neither unique nor irreplaceable individually, but are important enough to require maintenance of the total stock at or above a given threshold level. Tradable natural capital, on the other hand, consists in assets for which neither environmental nor ecological considerations suggest a minimum net level, and which can therefore be safely traded for non-environmental gains, such as the various economic benefits of development. The trouble with these categories, it is argued, is that reality is too complex for them. There are major problems of how to allocate between them and who is to make the allocation – problems which are not avoided, of course, by handing them over to economists. Moreover, each category has serious management difficulties of its own. A blanket “critical” designation, likely to freeze change, is also less likely to be invoked for that very reason; what natural capital is “constant” depends on often highly contested judgements about what is substitutable for what in respect of what; while the “tradable” description can often ignore or underrate trends of real environmental importance.

Given these problems, the QoL Capital approach is based instead on a more subtle and complex categorisation involving:

· reversibility / irreversibility

· scarcity (in relation to desired level)

· importance

· substitutability

· spatial scale of importance

The benefits and services flowing from any particular natural capital asset are identified and then assessed under these heads, drawing on both public consultation processes and technical appraisal methods. While it is recognised that the dependence of this approach on dialogue and judgement means these assessments do not yield objectively “scientific” results, the analytical framework nevertheless constrains judgement away from the arbitrary and the subjective. The procedures through which it has to go, the connections and alignments that have to be made, are sufficiently standardised that the upshot cannot be merely random, unfocussed or confused.

These procedures consist in a progression through six steps. Step A is to identify the purpose of the evaluation (across a range from site brief to regional or indeed national planning guidance). This is important for determining which sources of benefit are in the particular analytical frame, which constitutes Step B. At this stage a variety of techniques including traditional survey methods, environmental characterisation and comparison will be used. At Step C we ask: what are the benefits and services flowing from these sources which are liable to be affected by the planning process or the decision at issue? This step is informed by the previous ones, insofar as clarity about the purpose of looking at these particular environmental features enables us to select the most relevant benefits and services from amongst the wide and varied range often provided by individual natural capital assets.

Step D, forming the core of the method, is to evaluate these identified benefits and services, asking in respect of each:

· to whom does it matter and why?

· how important is it and on what scale (local, regional, national or global)?

· do we have enough of it?

· how (if at all) could its loss or damage through the effects of the decision or process at issue be compensated?

An example of the application of this procedure (drawn from the QoL Capital website) is at Annex A. This shows the results of steps C,D and E set out in what the architects of the approach call a “What Matters and Why Matrix”. As can be seen, evaluation (Step D) yields a mix of qualitative (descriptive) and quantitative (rough scalar) results. These then become, at Step E, the basis for an overall judgement (the proper processes for which will of course vary with the purposes identified at Step A) as to what policy or  management aims are appropriate. Finally, Step F consists in monitoring the pursuit of these aims.

In a broad sustainable development context the strategy which these more specific management aims will be seeking to subserve will be that of preserving or enhancing “quality of life”. Within the QoL Capital framework, this overall aim translates into two principal rules of thumb for deriving asset management implications:

· in the case of a substitutable benefit, the greater the importance and the less there is of the benefit, the higher the priority to create more (in quantity and quality) than has been lost; 

· in the case of a benefit which is not substitutable, the greater the importance and the less there is of the benefit, the higher the priority to protect it from adverse change and to seek enhancements.
The example at Annex A illustrates how these requirements are likely to be worked through into practice.

This approach is, to repeat, impressive in both its unforced systematisation and its transparency. What that very transparency also paradoxically displays, however, is the power of the argument developed throughout this paper and reprised at the end of the previous section. The above rules of thumb are all about preserving (keeping as much as before) and enhancing (ensuring that there is more or better than before). Aims expressed in these terms only make sense to the extent that the meanings of what is to be thus dealt with can be reliably held constant over the relevant time period. We cannot talk straightforwardly about “preserving a flow of benefit B” over a given period, if our ideas about what “the same level of B” means are likely to have changed over that period. We cannot simply “substitute B2 for B1” if during the process our sense of the significances in respect of which B2 can replace B1 may be found to have shifted. By the same  token, even if these meanings have not shifted, the possibility that they might have done means that the distinction between preserving or enhancing, and agreeing to go on calling what we have done by these terms, has effectively disappeared. But it is on these meanings, as the QoL Capital approach makes so commendably clear, that the values and rough quanta which we are planning to preserve or enhance depend: and the judgements which construct such meanings are interwoven open-endedly, in a context of uncertainty, with the ongoing process of using and managing all our natural capital assets.

Judgements arrived at through the use of this procedure and matrix do not pretend to be “scientifically objective”, but they are (at bottom) framed in terms of a conventionally quantified sustainability constraint – while the whole approach is evidence that this does not really constrain us.

Suppose, then, as a kind of empirical test of our approach, that we ask how the Six Steps might have come out differently if it had been our favoured interpretation of a sustainability constraint on natural capital management which the methodology had been "translating", instead of the standard one – that is, if the underlying sustainability aim had not been maintaining benefit-flow over time, but maintaining overall real option value. What would need to be added to the methodology?  - and would the tool in the event have been improved?

As a first attempt in this direction, we suggest that two further elements of evaluation would need to be added at Step D. These are illustrated in an extended What Matters and Why Matrix at Annex B, using the same practical example as described at 

Annex A. The two steps are:

· Estimating the uncertainty factor attaching to the evaluations under importance, scarcity and substitutability. This would involve asking questions like: how clear are the grounds on which judgements of importance are being made? How robust is the information on the basis of which we assign comparative rarity? How sure are we about what might count in the future as an acceptable substitute for what? More generally: how confident are we that the evaluations which we have entered in the matrix under these heads, knowing what we know now, would be the same if we were to be making them knowing what we might know in (say) five years’ time? In the illustrative example (Annex B), for instance, it would seem that given the rapidly-moving nature of the climate change debate, and the difficulty of identifying the contribution of one small site to CO2  absorption, attributions of importance (at least) are highly speculative. Similarly, the importance and rarity of this particular location in biodiversity terms depends on what happens to or at (or to create) similar locations across a fairly wide geographical range over the next few years, which must be significantly unpredictable. (There will of course be records and trends to be observed, but these then have to be interpreted.) The substitutability of the site, too, depends on judgements about the kind of significance that what we call “biodiversity” actually has, and the extent to which values of natural otherness and spontaneity are bound up with attachment to the life of this particular location. (For comparison, there is likely to be little doubt or unpredictability about the evaluation of the site as a local teaching resource.) The symbolic importance of the site is strictly indeterminate, since anything we do about it based on its symbolic status (including leaving it alone) will more or less subtly alter that status. These are all difficult issues raising questions with potentially complex answers, but let us suppose (in the spirit of the QoL Capital approach) that we can allocate a High, Medium or Low uncertainty-score (inversely with our estimated confidence in the relevant evaluations.

· Characterising the comparative robustness of the systems of social  learning through which these uncertainties would need to be negotiated. This might sound even more difficult, but the intuitive idea is surely clear enough. In terms of the example situation (Annex B), the processes through which decisions about locations like Camley Street might actually be informed by the global climate change debate, and become responsive to the constant improvement in relevant technologies and the changing patterns of CO2 emission worldwide, are extremely weak and haphazard. By contrast, it would be relatively easy, if the time and energy were committed, to inform a deferred decision about the site’s biodiversity implications by up-to-date information about emergent local values and regional developments. (This point also illustrates the crucial distinction between scope for responsive learning and predictability – the former can be high even where the latter remains comparatively modest.)  Similarly, while nothing could ameliorate the basic indeterminacy attaching to our dealings with symbolic objects, we could greatly improve our capacity to cope with the effects of this indeterminacy – say, by the establishment of longitudinal citizen panels to review and advise on the importance (including the historical and cultural importance) of such sites. And so on. Again, let us aim for perspicuity in the spirit of the methodology by using a simple scale of Weak – Moderate – Strong for this characterisation of comparative robustness.

Extending the evaluative process in this way would then yield some additional, or perhaps higher-order, rules of thumb for deriving management implications. These might articulate the underlying real-options model along something like the following lines:

· The greater the uncertainty surrounding the evaluations of importance, scarcity and substitutability, and the stronger the relevant social learning systems in place, the more likely immediate asset liquidation is to reduce real option value – even if the immediate assessment from those evaluations alone is that development could go ahead. Wherever possible, in such cases,  development should be put on hold to preserve the value of the option to wait, with a clear plan to revisit the issue and review the evaluation after a stated period.
· The greater the uncertainty surrounding the evaluations of importance, scarcity and substitutability, and the weaker the relevant social learning systems in place (or the more they are susceptible of improvement), the more likely improving them is to maintain real option value overall even if the particular asset in question is itself lost. In such cases, and where the evaluation of the asset is balanced (for instance, where it is of “high” importance but not very rare), improvement in these systems can count as appropriate compensation for its loss, even should the loss itself appear unsubstitutable.
The kinds of difference in management aim that might result are, again, indicated at Annex B. Their general  import could be summarised as: strengthening the preservation of environmental assets which clearly embody real option value, while encouraging the creation of such value in general even at the cost of liquidating some comparatively marginal environmental assets. 

This is certainly in tune with our emphasis throughout this Working Paper on the need to maintain not just human welfare, but creative human potential, across open-ended environmental change. One could also argue that, at any rate judging from the Camley Street case, it might well produce a better-founded management approach than the “unextended” QoL Capital model. 

· It is significant, for instance, that this unextended model seeks to base its strongest claim to preservation of the site in what is evidently the most contentious and contestable dimension of its environmental importance (the cultural-symbolic), without really addressing that contentiousness at all. Can it be fortuitous that this is a pretty clear case of our only being constrained to the extent that we want to be (and so, of our not genuinely being constrained)? On the other hand, the extended approach bases its strongest preservation claim in a centrally important environmental dimension (biodiversity) while fully recognising and seeking to negotiate the attendant uncertainties – so that it is explicitly under genuine constraint from the inherent demands of such social intelligence. 

· At the other  end of the scale, the “unextended” evaluation of CO2 absorption benefits prompts the suggestion of an attempt at substitution which is likely to be at worst tokenistic, and at best lacking in any obvious cost-effectiveness. The response suggested by the extended version seems not just more creative, but actually more practical.

These reflections at least begin to suggest the kind of planning and management value that might be added at ground level by following through on our proposed new inflection of the natural capital metaphor.

They only begin, of course, to suggest…; there is a vast deal more work needing to be done to pursue the hints and preliminary  glimpses in this concluding section. But we have at any rate made a start.

____________________________
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ANNEX A  :  Example of a What Matters and Why matrix

Camley Street Natural Park is half a mile north of Kings Cross in inner London.
It is a small sliver of land sandwiched between the Regents Canal, two roads and the main railway line out of St Pancras. In the early 1980s the (then) Greater London Council in association with the London Wildlife Trust reclaimed it from a derelict ex-industrial site and created a variety of linked habitats on a miniature scale: ponds wetlands, mixed woodland, scrub and some open grassed areas. It includes a teaching room and exhibition area, and is used as a teaching resource during the week by school parties and at weekends by informal visitors and a wildlife club which meets once a month for seasonal activities including pond dipping.

Suppose it was proposed to build the new high speed rail link into St Pancras across the Natural Park. Why would this matter? What should be done about it? The QoL Capital approach described in the text might yield the following matrix:
	PRIVATE
Benefit / service from the environment
	Who / why / scale?
	Importance?
	Enough?
	Substitutable?
	Management aim

	Carbon dioxide (CO2) absorption
	Global climate
	H
	Under
	Energy efficiency/ carbon trap anywhere
	Substitute loss. Enhance - biomass as fuel?

	Pond / mixed woodland habitat
	Regional: biodiversity
	M
	Under
	Ponds with woods in inner London
	Seek substitution

	‘Green oasis’ in (ex)-industrial landscape
	Canal users: amenity
	L
	Under
	Other green strip within 400m along canal
	Seek substitution (if loss) (but lower priority)

	Historical / symbolic: GLC / voluntary project
	Londoners
	H
	OK
	Not substitutable
	Maintain a park with this purpose on this site

	Ecological teaching resource for school parties
	Schools borough-wide:
	H
	OK
	Access to similar in neighbouring boroughs
	Pay for access agreements with other boroughs


ANNEX B  :  An extended What Matters and Why matrix for Camley Street

	Benefit / service from the environment
	Who / why / scale?
	Importance?
	Enough?
	Substitutable?
	Uncertainty factor
	Robustness of relevant learning systems
	Original management aim
	Revised management aim

	Carbon dioxide (CO2) absorption
	Global climate
	H
	Under
	Energy efficiency/ carbon trap anywhere
	H
	Weak
	Substitute loss. Enhance - biomass as fuel?
	Invest cost of substitution in energy-related learning systems elsewhere, e.g vehicle speed monitoring

	Pond / mixed woodland habitat
	Regional: biodiversity
	M
	Under
	Ponds with woods in inner London
	H
	Strong
	Seek substitution
	Preserve asset intact for next time period; clear commitment to review

	‘Green oasis’ in (ex)-industrial landscape
	Canal users: amenity
	L
	Under
	Other green strip within 400m along canal
	L
	Moderate
	Seek substitution (if loss) (but lower priority)
	Unchanged

	Historical / symbolic: GLC / voluntary project
	Londoners
	H
	OK
	Not substitutable
	H
	Weak to Moderate
	Maintain a park with this purpose on this site
	Asset could be let go, but only if directly relevant learning systems improved

	Ecological teaching resource for school parties
	Schools borough-wide:
	H
	OK
	Access to similar in neighbouring boroughs
	L
	H
	Pay for access agreements with other boroughs
	Unchanged


� Rethinking the Natural Capital Metaphor: Implications for Education and Learning


� For more on the origins and history of the concept, see the companion Working Paper; also Akerman, 2003; Ekins et al., 2003


� See Kollmuss, A.& Agyeman, J. (2002)  for extensive further evidence on this issue. If the specific claim about the US seems unduly  harsh or polemic, see the extensive documentation by Matthew Engel in The Guardian for 24.10.03.








� One might suggest in Norgaard’s terms that what we are preserving is the co-evolutionary potential of the interaction between human beings and the natural world (Norgaard, 1994).


� Rethinking the Natural Capital Metaphor: Implications for Education and Learning


� “Theoretical work accomplishes more than practical work. Once the realm of concepts is revolutionised, reality cannot hold out against it.” – Hegel, quoted by Karl Jaspers (The Idea of a University).


� “Nanotechnology, risk and sustainability: moving public engagement upstream”, a joint project between Lancaster University’s Institute for Environment, Philosophy and Public Policy and the think-tank Demos, funded by [       ].


� See the Quality of Life Capital website at www.qualityof lifecapital.org.uk


� It should be stressed that the authors of the Quality of Life Capital approach have not been involved in and have no responsibility whatsoever for these speculations, which simply draw on their methodology as something now available in the public domain.


� Adapted from an example provided on the Quality of Life Capital website at


 www.qualityof lifecapital.org.uk





� Columns in heavy shading added to the matrix adapted from www.qualityof lifecapital.org.uk at Annex A
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